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⊢ Logic bombs stop symbolic execution
main(x)

frontier

x>0 x≤0

ix≥0x4000…
argc>1 h≠NULL

s = sin(x);
c = cos(x);

non-linear / transcendental math

? ? ? ?
uncovered

system("ping "
+ ip);

opaque environment

? ? ? ?
uncovered

h->lvl0->lvl0
->lvl0->lvl0 == h
unbounded heap shapes

? ? ? ?
uncovered

runs fine concretely — but yields solver-hostile path constraints
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⊢ Replace the solver, or assist it?

LLM replaces solver
ConcoLLMic, PALM, AutoBug

LLM

𝜋1 𝜋2 𝜋3 𝜋5 𝜋6𝑓⋯

j0() __HI() sin/cos …

LLM: 𝜋1 ∧⋯ ∧ 𝜋6 at once

global consistency lost
on deep paths

LLM assists solver
Gordian

LLM

𝜋1 𝜋2 𝜋3 𝜋5 𝜋6𝑓⋯

j0() __HI() sin/cos …

SMT: precise, global

ghost code

LLM local · solver global
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⊢ Ghost code as a solver aid

𝑃

program

KLEE

uncovered
branches
1 br@412
2 br@097
3 br@233

rank by
CFG depth×
guarded LOC

LLM
{CODE}

invert 𝑓 −1

model 𝑓 ≈ 𝑔
partition 𝜉 ∈ {1..𝑘}

writes one of

KLEE
on 𝑃′

𝑃 + ghost
candidate
tests

replay on
original 𝑃

coverage

every test
re-executed on the
ORIGINAL program
⇒ no false coverage

discard

wrong ghost code
only costs time

next hard branch
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⊢ Example: __ieee754_j0 (FDLibM)

hx = __HI(x);
ix = hx & 0x7fffffff;
x = fabs(x);
if (ix >= 0x40000000) {

s = sin(x);
c = cos(x);
ss = s - c; cc = s + c;
if (ix < 0x7fe00000) {
z = -cos(x + x);
if ((s * c) < 0)

cc = z / ss;
else ss = z / cc;

}
}

prefix
IEEE-754 bit masks: |𝑥| ≥ 2

hostile
sin, cos: no SMT theory

target
(s * c) < 0

KLEE-Float
ConcoLLMic
Gordian
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⊢ Cut out the hostile fragment

prefix

ix = __HI(x) & 0x7fffffff;
if (ix >= 0x40000000)

s = sin(x);
c = cos(x);cut out: f

havoc

s := 𝛼;
c := 𝛽;

suffix

ss = s - c;
if ((s * c) < 0)

target

𝜋pre(𝑥) ≡ |𝑥| ≥ 2 𝜋suf(𝛼, 𝛽) ≡ 𝛼 ⋅ 𝛽 < 0
SMT ✓ SMT ✓

(𝛼, 𝛽) ?= (sin𝑥, cos𝑥)
the only hard part
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⊢ The LLM writes the inverse
ghost code | by the LLM

// |(sin x, cos x) - t|^2
double err(double x, double *t) {
double ds = sin(x) - t[0];
double dc = cos(x) - t[1];
return ds*ds + dc*dc;

}
double f_inv(double s, double c) {
double t[2] = {s, c};
return golden(err,t,0,2*M_PI);

}

prompt: “invert the fragment; if exact inversion
is impossible, implement a bounded numeric
search”

𝜋pre∶ |𝑥| ≥ 2

𝐸(𝑥)

golden section
×0.618 / step

𝑥0 ≈ 1.67

0 𝜋/2 𝜋 3𝜋/2 2𝜋

80

100

120

𝑓 −1(𝑠=10, 𝑐=−1) = argmin𝑥 𝐸(𝑥)
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⊢ Bidirectional propagation
input space 𝑥 output space (𝑐, 𝑠) = 𝑓 (𝑥) = (cos𝑥, sin𝑥)

𝑐−1 1

−1

1

𝑠
10

image of 𝑓 :
𝑐2 + 𝑠2 = 1
𝜋suf∶ 𝑠 ⋅ 𝑐 < 0

𝑥
0 1 2 3

𝜋pre

1 SMT(𝜋suf)
(𝛼, 𝛽) = (10, −1)
not on the circle:
no real 𝑥!

2 𝑓 −1 (ghost)

𝑥0 = 1.67 𝑥1 = 2.0
3 OPT: closest 𝑥 ⊧ 𝜋pre

4 𝑓 (run) (𝑠, 𝑐) ≈ (0.909, −0.416)
𝑠 ⋅ 𝑐 < 0 ✓

5 replay x=2.0 on the original __ieee754_j0→ target branch covered
KLEE-Float ConcoLLMic Gordian ✓
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⊢ Surrogate models

original | opaque to KLEE

int ping(const char *ip) {
char cmd[128];
snprintf(cmd, sizeof(cmd),

"ping -c 1 %s", ip);
return system(cmd); // 0: up

}
int check_server(char *ip) {

if (ping(ip) == 0)
return 1;

return 0;
}

ghost model | by the LLM

int ping(char *ip) {
if (!strcmp(ip,"127.0.0.1"))
return 0; // up

return 1; // down
}

⊢ not equivalent —
branch-preserving

⊢ solver-friendly theory
⊢ "127.0.0.1" replayed

on the real ping

gordian ⊢ klee'26 [9/17]



⊢ Heap shapes explode

int proc_if_ring(SNode *h,
SNode *g) {

SNode *a = h ? h->lvl0 : NULL;
/* ... b, c, d likewise */
if (!h||!a||!b||!c||!d) return 0;
if (d != h) return 0;
if (h->lvl1!=b || a->lvl1!=c ||

b->lvl1!=d || c->lvl1!=a)
return 0;

if (g->lvl0->lvl0!=h) return 0;
return proc_ring_values(h);

}

skiplist: lvl0 next ⋅ lvl1 express lane

val name
lvl0 lvl1

val name
lvl0 lvl1

val name
lvl0 lvl1

val name
lvl0 lvl1

n0 n1

n2n3

lvl1

lvl0h

g
⋯

KLEE: 10 pointers → aliasing
explosion → timeout (10 min)
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⊢ Semantic heap topologies

constrain_heap: switch (𝜉)

𝜉=1 𝜉=2 𝜉=3 𝜉=4 𝜉=5𝜉=5

? ?

??

n0 n1

n2n3

h

g
broken chain

→ return 0

? ?

??

h

g
non-ring

→ return 0

? ?

??

h

g
misaligned
express

→ return 0

? ?

??

h

g
wrong head

link
→ return 0

? ?

??

n0 n1

n2n3

h

g
valid ring

→ proc_ring_values(h)

?

KLEE timeout (10 min) Gordian all branches in 2 s
links fixed · data symbolic — not tests, but families of executions
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⊢ Evaluation

// benchmarks

LogicBombs
53 programs, one challenge
each

FDLibM
78 entry points, 5k LOC of float
math

Structured input
libexpat jq bc libyaml,
26k LOC

// baselines

KLEE 3.0
STP, Z3, KLEE-Float

ConcoLLMic
LLM-driven concolic

Cottontail
LLM + input grammars

// setup

GPT-5
Claude 3.7
DeepSeek-Chat

Gordian = KLEE + Z3
36h per configuration
same KLEE options
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⊢ Coverage

KLEE

ConcoLLMic

Cottontail

Gordian

LogicBombs
bombs /53

530

FDLibM
line cov %

1000

libexpat jq bc libyaml
line cov %

1000

21

35

n/a

50

70.21

31.14

n/a

90.23

26.05

8.35

32.20

56.07

+43% vs ConcoLLMic
+138% vs KLEE

+29% vs KLEE
+190% vs ConcoLLMic

+74% vs Cottontail
+115% vs KLEE
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⊢ Complementary, strictly additive

6 18 17

9

KLEE 24
∪3 solvers

ConcoLLMic 35

Gordian 50

Gordian ⊇ KLEE ∪ ConcoLLMic

total

0 53bombs triggered

KLEE (best) 21

Modeling 29
Inversion 31
Partition 33

M∩I∩P 15
M∪I∪P 50

= Gordian

each technique solves a different subset
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⊢ 10× fewer tokens

0.1M 1M 10Mtokens / run

LogicBombs
Gordian 0.32M

ConcoLLMic 3.07M
FDLibM

Gordian 0.51M
ConcoLLMic 11.92M
Structured

Gordian 0.42M
ConcoLLMic 18.07M
Cottontail 4.90M

26×
fewer than ConcoLLMic

12×
fewer than Cottontail

LLM ≈9% of runtime —
called at fragments, not paths
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⊢ Toward ghost code inside KLEE

today/Gordian

recompile

run KLEE

read coverage

prompt LLM

inject ghost code

run KLEE

prompt LLM

external,
recompilation-based

next/ghost code inside KLEE

KLEE

Executor

Solver chain

query model

timeout /
hostile query

Ghost oracle
𝐴

multi-fragment
propagation

𝜋0∧𝜋1∧⋯∧𝜋𝑛

LLMfragment

𝑓 −1 𝑔 ≈ 𝑓
topologies

validated
ghost library

reused across runs

replay
ghost code

cache

reuse
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⊢ Contributions
Ghost code for
symbolic execution

𝜋1 𝜋2 ⋯ 𝑓 ⋯ 𝜋𝑛

SMT: global

LLM ghost

⊢ replay on 𝑃
LLM-generated solver aids at
solver-hostile fragments; SMT
reasoning remains global.
Sound: every input is validated
on the original program.

Three ghost-code
transformations

𝜋pre 𝜋suf
𝑓

𝑓 −1 inversion

𝑔 ≈ 𝑓 surrogate
model

𝜉 heap
partitioning

Bidirectional constraint
propagation,
solver-friendly
surrogates, semantic
heap topologies.

Evaluation
on KLEE
LogicBombs 50/53
bombs · KLEE 21 · ConcoLLMic 35
FDLibM 90.2%
lines · KLEE 70.2%
libexpat jq bc libyaml 56.1%
KLEE 26.1% · Cottontail 32.2%
LLM tokens −91–96%
vs. LLM-based tools
Coverage +28.5–115.2%
over KLEE, +74.1–189.8%
over LLM-based tools.

⊢ Questions?
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